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As I was reading the paper I made notes for many “lower level” questions.  However, after finishing reading it I realized that many prototypes still need to be implemented to provide answers to the questions I had.  Thus I tried to keep the following questions at a higher level:

1. The need for Grid database services arises from the fact that existing information is spread out across many databases.  To be able to use these databases in a distributed fashion the documents mentions the use of wrappers, distributed transaction managers and query processors.  It seems to me that every application that intends to use distributed databases would need to provide its own transaction manager and query processors.  The view of the data and its dependencies may change across different applications.  Is this true?

2. This paper proposes that DGS must be independent of any specific data model or database language.  To achieve these traits, do we need a higher level query language able to query different data models on the same transaction? For example, we may need to query a relational database and an XML repository.

3. At the moment that we start using DGS we are not only querying data on different databases but also updating and creating data.  This new data may require integrity constraints.  How can we enforce these constraints across different databases?

4. Let’s assume that the idea of wrappers is actually put in place for GDS. What process should we follow in adding wrappers to newly created databases that are added to the grid?  Should we enforce the creation of wrappers with every database added to the grid? Or, should they be created on demand when a particular application needs it?
5. If there is a need to use data from different databases, then it is likely that this data is related in some way.  Thus, there may be a lot of duplicated data amongst these databases.  For example, if we are going to use two relational databases, one of them may have a table with a field named “Student_DOB”; while the other one may have a table with a field named “DOB_Of_Student”.  These two fields are semantically the same.   These are ideas from the Semantic Web project.  Would there be any gain if a Grid database service knew the semantic equivalence or relation of the schemas of different databases?
