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ABSTRACT

As the use of Electronic Medical Records (EMRS)doees
more widespread, so does the need to search andd@ro
effective information discovery on them. Informatidiscovery
methods will allow practitioners and other healtieca
stakeholders to locate relevant pieces of inforomatin the
growing corpus of available EMRs. The success ob\Wearch
engines has shown that keyword queries are a utsfulfor
locating relevant information in an intuitive andfeetive
manner. However, questions arise of the form: Wdrat the
semantics of keyword queries on EMRs? What is aningéul
result? What is the role of medical and clinicatabogies and
dictionaries like SNOMED (Systematized Nomenclatwt
Human and Veterinary Medicine) in answering sucérigs?

In this position paper we introduce the problemkefword-
based information discovery on EMBRsd enumerate the salient
challenges that must be addressed to facilitatelitgua
information discovery. The objective is to creattefest in new
medical information management research initiafivesd
potentially create new paradigms for using meddata. The
primary focus of the paper is the newest XML-bagdR
standard created by the HL7 group, the Clinical uWwoent
Architecture (CDA) Release 2.0, although the sasseds arise
for any other standard hierarchical format.

Categories and Subject Descriptors

H.3.3 [Information Storage and Retrieval: Information
Search and Retrieval gquery formulation, relevance feedback,
retrieval models, search process.

General Terms
Design, Standardization, Languages.

Keywords

Information Discovery, Information Retrieval, XMElectronic
Medical Records, Clinical Document Architecture aile Level
7, SNOMED, LOINC.

1. INTRODUCTION
The National Health Information Network (NHIN) aitd data-
sharing building blocks, RHIOs (Regional Healthomhation
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Organizations), are encouraging the widespread tamopf
electronic medical records for all hospitals wittlire next five
years. In addition, The Department of Health andmin
Services (HHS) has recently increased funding atateg
pressure on the healthcare industry to improvetéknology
involving the exchange of medical information. Matgndards
and protocols have been introduced that will aidhie process
of unifying the electronic medical record into angie
architecture. A key component of this effort is Haoption and
standardization oElectronic Medical Records (EMRJo date,
there has been little or no effort to define methodapproaches
to rapidly search such documents and return meaniresults.

One of the most promising standards for EMR mausiith and
exchange is Health Level 7's Clinical Document Aretture
(CDA) [CDAO04], which leverages a semi-structurednfat
(Extensible Markup Language, or XML), dictionarieand
ontologies to specify the structure and semanticEMRs for
the purpose of Electronic Data Interchange (EDHisTHL-7
architecture has been adopted worldwide.

The definition and adoption of this standard présenew
challenges to related computer science disciplililes data
management, data mining and information retrieval.this
position paper we study the problem of facilitatinfprmation
discoveryon a corpus of CDA documents, i.e., given a qaasti
(query) and a set of CDA EMRs, find the entitiegpitally
subtrees) that are “good” for the query, and rémaat according
to their “goodness” with respect to the query. Buecess of
Web search engines has shown that keyword queges aseful
and intuitive information discovery approach. Tliere, we
focus in keyword queries in this paper. Other typas
information discovery queries on EMRs not studiedehinclude
numeric conditions, aggregation and statisticssifeation and
clustering (the last two are closer to the datamgimliscipline).

As an example, consider the usual scenario whed®cior
wants to check possible conflicts or complicatibe$ween two
drugs. Keyword query “drug-A drug-B death” could be
submitted to discover cases where a patient whio hoth drugs
died. Note that the word “death” can be specifiadmany
different elements of a CDA document, and also syns or
related terms like “mortality” can be used inste@ide latter can
be tackled by leveraging appropriate medical omfiel® like



SNOMED Clinical Terminology §NOMED CT) [SNMO06] as
discussed below.

To study the challenges and requirements of infaona
discovery on EMRs we have built a diverse resedsam

consisting of computer scientists, medical resedogtors and a
partner from the medical informatics industry. Theedical

doctors provided the domain knowledge regardingtypes of
queries and answers that are of interest as wdleapossible
applications of such an information discovery gyste
Furthermore, they enumerated the different critdiahensions
in searching EMRs, like time, location, and typestatkeholder.
These dimensions have not been considered in sysfem
searching general XML documents; however, ignorihgse
dimensions would significantly limit the use of @MR

information discovery engine.

The key ranking criteria found in current systerasaell as the
bibliography [Sal89, BYRN99, GSB+03] are (a) releve, (b)

quality (authority) and (c) specificity. Relevant® the query
has the obvious meaning, while quality represehts guery-
independent importance of a result. For exampieedication is
more important than the name of an insurance coynfama

clinical researcher. Specificity determines howufsed a result
is to the query. For example, returning a departnena

hospital when the query is only relevant to a pafér doctor of
this department is worse than returning this doctject.

It is challenging to define the information discoveemantics
for CDA documents such that the three aforementiokey
ranking criteria are considered, given the hiergalhstructure
and specific semantics of CDA, and the common eafegs to
outside entities like dictionaries, ontologies, a@pe text, or
multimedia patient data. Medical dictionaries anatotogies
typically used in CDA are SNOMED CT [SNMO06], Logica
Observation Identifiers Links and Codes (LOINC) [C86] and
RxNorm [RXNO7]. We also study how previous work on
information discovery on XML data [ABS04, ACDO06, BR5,
CMM+03, FGO01, GSB+03, HGP03, HKPS06, LYJ04, XFT07,
XPO05] can be leveraged, and what limitations migtist in this
unique domain.

We note that our study does not address the impgptévacy

issuesinvolved in accessing patient information, as regpliby

HIPAA [HIPO7]. We envision two possible scenarioBhe

simplest scenario is that each division of an fagtn deploys
the information discovery engine on its own corpisEMRS

and provides authentication-controlled access édivision’s

practitioners. The more complex scenario, whiclous of the

scope of this study, is to provide information digery on a set
of interconnected federated databases where etabarzess
control mechanisms must be employed [BGBJO5].

The rest of this technical report is organizedd®ws: Section

2 presents a background exposition of current cdini
information standards and a brief survey on infdioma

discovery on XML data. Section 3 addresses thderges that
we have identified to execute information discovenya corpus
of EMR documents. Section 4 presents additionaltedl work.

Our concluding remarks are presented in Section 5.

2. BACKGROUND

In this section we review key standards used tcesemt clinical
data and EMRs and present previous work on infaomat
discovery on general XML documents. In particugection 2.1
introduces some popular clinical information repreation
standards as well as clinical ontologies, whereasti& 2.2
presents the Clinical Document Architecture (CD&jich will
be the focus of this paper. Given that CDA is reprged in
XML, Section 2.3 presents a brief survey on infatioma
discovery on general XML documents.

2.1 Clinical Information Models,

Dictionaries and Ontologies

The work in [Her02, KOG+01] described Medical Infatics
as the broad term representing the core theor@xepts and
techniques of Information applications in healthe \Blescribe
the key standards, dictionaries and ontologies dhatcurrently
used in CDA. In particular, we first present tReference
Information Model (RIM)[RIMO7], the model from which the
CDA documents derive their meaning. Three populinical
dictionaries/ontologies referred to in CDA docunserdre
presented - theSystematized Nomenclature of Human and
Veterinary Medicine (SNOMED)[SNMO06], the Logical
Observation Identifiers Names and Codes (LOINKONCO6]
andRxNorm[RXNO7].

Reference Information Model (RIM): The HL7 Reference
Information Model (RIM) is the grammatical specéion of

HL7 messages, constituting the building blockshef language
entities and the relationships among them. RIM dan

represented as a network of classes, expresseg asiotation
similar to the Unified Modeling Language (UML) [UNOZ]. Its

structure can be summarized into six “core” classeba set of
relations between them, as depicted in . We incladerief

description of each class as follows:

The Act class represents all the actions and happenings —
analogous to a verb—to be documented through théhoare
process, capturing all the events that have happenthe past,
that are currently happening or that are expeateldappen in

the future. The terms 'Act’, 'Action’, and 'Actwitrre all used
interchangeably [HRMO7].

The Entity class represents any physical thing or being—
analogous to nouns—that takes part or is of inténethe health
care and that is capable of participating in an. Adthough it
instantiates any physical thing or group of physitangs
(including living subjects and organisms), it does include the
roles that things can play or the acts that thzagsperform.

The Roleclass ties an entity to the acts that it playprowides,
specifying how a particular entity participatesaiparticular act.
Each role is played by one entity, but one entit@iparticular
role can participate in an act in several ways.

The RoleLinkclass specifies the connections and dependencies
that exist between two different and individual ®objects. The
Participation class specifies a relationship between a particula
Role instance and a particular Act instance. Atdame time, it
connects the Entity playing the Role, to the spedifict, thus
expressing the context for the Act in terms of vaeoformed it.

The ActRelationshipclass associates a pair of Act objects,



Figure 1: RIM Core Class Diagram

representing a connection from one Act to anothe. Guch
relationships include “Act to Act” associations, a®ll as
“Source/Target” associations between the objed®MQ7]

states that “ActRelationship on the same sourceatetcalled
the "outbound" act relationships of that Act. Add&ienships
on the same target Act are called the "inbounditiehships of
that Act”. Table 1 presents some examples to eaph dass of
the RIM model.

Table 1: RIM Core Classes Examples

Core Class Examples
Act ¢ Clinical observation
¢ Assessment of health condition
Entity « Person
¢ Chemical substance
Role « Patient
« Employee
RoleLink « Manager has authority over Analyst (Using
role link for “direct authority”).
Participation « Surgeon
« Author
ActRelationship « Theophylline mitigates asthma (Using
ActRelationship of type “mitigates”).

Each Act may be related to any number of Parti@pat in

Roles, played by Entities, at the same time thel é&t may be
related to other Acts via the ActRelationship clafke Act,

Role and Entity classes may also be specialized ather
classes. As an example, the Entity class specsailite the class
Living Subject, which itself has a specializatiolass called
Person. Person then inherits the attributes of Ilottity and
Living Subject. CDA documents (Section 2.2) use shmantic
definitions from the HL7 RIM, using the HL7 Versid& Data
Types [DTS07] to define the clinical content of tiecuments.

Since HL7 mainly focuses on information intercharigM also
provides a set of classes to define a communication
infrastructure, including Message Control and Istinacture
(structured documents and components) [HRM07, RMB07

Systematized Nomenclature of Medicine (SNOMED):The
International Systematized Nomenclature of Humand an
Veterinary Medicine (SNOMED) was created more tHdh
years ago as the conjunction of SNOMED RT and théed
Kingdom's Clinical Terms Version 3, and has grovminio a
comprehensive set of over 150,000 records in twdlfferent
chapters or axes. These concepts are organizedamgtomy
(topology), morphology (pathologic structure), natmand
abnormal functions, symptoms and signs of disezsemicals,

drugs, enzymes and other body proteins, living misyas,
physical agents, spatial relationships, occupatiosscial
contexts, diseases/diagnoses and procedures [SNN&}in
the disease/diagnosis axis, many disease conceapts dross-
references to other concepts in the terminologydha essential
characteristics of the disease. These form a udsdsls for
further formalization and development of a refeeenc
terminology [SCC97].

Figure 2: Partial SNOMED ontology for the term “Asthma”
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Figure 3: Partial SNOMED ontology for the term
“Theophylline”
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SNOMED has created and is committed to spreadirgy th
adoption and implementation ocBNOMED Clinical Terms
(SNOMED CT) SNOMED CT is a universal health care
terminology and infrastructure, whose objective neking
health care knowledge usable wherever and whenitviexr
needed. It provides a common language that enaldessistent



way of capturing, sharing and aggregating healtta @d&ross
specialties and sites of care.

The SNOMED CT structure is concept-based; each eminc
represents a unit of meaning, having one or mormamu
language terms that can be used to describe theepbrEvery
concept has inter-relationships with other concépas provide
logical computer readable definitions, includingerairchical
relationships and clinical attributes. Figure 2 &igure 3 show
sub graphs of the SNOMED ontology graph.

At the moment, SNOMED CT contains more than 325,000
concepts, with 800,000 terms in English, 350,000 panish
and 150,000 in German. Also, there are 1,200,0R@ioaships
connecting these terms and concepts. SNOMED CTstema
routinely referenced in CDA documents by their ntimeodes,
that is, the SNOMED CT vocabulary is referencedragxternal
domain according to HL7 V3 processes.

Logical Observation Identifiers Names and Codes (LONC):
LOINC is a voluntary effort housed in the Regemsthnstitute,
associated with Indiana University. It was initéhte 1994 by
the Regenstrief Institute and developed by Regehstind the
LOINC committee as a response to the demand fatrelec
movement of clinical data. LOINC facilitates thechange and
pooling of results, such as blood hemoglobin, sepatassium,
or vital signs, for clinical care, outcomes managetn and
research. Currently, most laboratories and othegraistic
services use HL7 to send their results electrolyidedm their
reporting systems to their care systems. Howevegstm
laboratories and other diagnostic care servicestifgetests in
these messages by means of their internal andyitticatic code
values. Thus, the care system cannot fully "undedst and
properly file the results they receive unless tailyer adopt the
producer's laboratory codes (which is impossibliadly receive
results from multiple sources), or invest in thekvim map each
result producer's code system to their internalecsgstem.
LOINC codes are universal identifiers for laborgtand other
clinical observations that solve this problem.

The LOINC laboratory terms set provides a standsetl of
universal names and codes for identifying individaaoratory
and clinical results. LOINC codes allow users tageeclinical
results from many sources into one database fdergatare,
clinical research, or management. The LOINC dawbas
currently contains about 41,000 terms, which inell&1,000
observational terms related to laboratory testing.

Each record in the LOINC database identifies a icdin
observation and contains a formal 6-part name,iguenname
for tests, identifying code with check digits, syyms, and
other useful information. Similar to SNOMED CT, LT is
used by CDA documents as a vocabulary domain, émgod
CDA components into a standard database of terms.

Currently, LOINC codes are being used in the Unigates by
laboratories and federal agencies and are parhefHealth
Insurance Portability and  Accountability Act [HIP07]
Attachment Proposal [MHS+03]. InternationallyQINC has
been adopted in Switzerland, Hong Kong, Austr&8anada and
Germany.

RxNorm: RxNorm [RXNO7] is a standardized nomenclature for
clinical drugs produced by the National LibraryMédicine. A

clinical drug is a pharmaceutical product admimeteto a
patient with a therapeutic or diagnostic intente Tefinition of

a clinical drug combines its ingredients, strengtiisd form.
The form refers to the physical form in which theug is
administered in a prescription or order. For exangiwvo
possible definitions of clinical drugs are: f&etaminophen 500
MG Oral Tablet for a generic drug name, and (b)
Acetaminophen 500 MG Oral Tablet [Tylenofpr a branded
drug name [RXNO7].

The purpose of RxNorm is to standardize the infdiona
exchange both between systems within the same iaegem
and between different organizations, allowing vasicsystems
using different drug nomenclature to share dataiefitly. It is
intended to cover all prescription medications appd for use
in the United States. RxNorm is conformed by cotgep
collections of names identical in meaning at a Higekclevel of
abstraction. Each concept can be mapped to diffesging
values in different systems, all naming things & the same.
It also provides a linkage to terms from other \mgaries (i.e.,
the concepOrtho-Novum 7/7/7 21 Tableis a term from the
SNOMED vocabulary; it is not within RxNorm at adixcept as
it is related to RxNorm within the RXNREL table [RX7]).

2.2 Clinical Document Architecture

The Clinical Document Architecture (CDA) is an XMiased
document markup standard that specifies the stmicand
semantics of clinical documents, such as dischatgemaries
and progress notes, for the purpose of exchangés kn
American National Standards (ANSI) approved HLdtad,
intended to become the de facto electronic medézzird.

According to the developers of CDA version 2.0 [QI2A the
main characteristics of the CDA standard are (akiBtence:
The clinical documents exist in an unaltered sfatea time
period defined by local and regulatory requirements)
Stewardship: A clinical document is maintained by a
organization entrusted with its care. (c) Autheatimn: The
clinical records are intended to be legally autivamed. (d)
Context: The clinical document specifies its ownfad#
context. () Wholeness: Authentication of a clihidacument
applies to the whole instance and the full cont&o, it is a
complete and persistent set of information inclgditext,
images, sound and other multimedia content. (f) Blum
readability: A clinical document is human readable.

Some projects already implementing CDA are: Cortittynof
Care Record (USA) [AST07], SCIPHOX (Germany) [SCR07
MedEmed (Canada) [OBJ03], PICNIC (Denmark) [PNC@7],
Claims Supporting Document Architecture (Canadagalth
Information Summaries (New Zealand), Aluetietojest§imae
(Finland) [IVO2] and Dalhousie Discharge Summaryst8s
(Canada).

Figure 4 [DAB+06] shows a fragment of the CDA’'s €xjj
Model that represents the semantic constructs ef RiiM,
depicting the connection from a document sectioa fwortion
of the CDA clinical statement model with nested CB#ries.

The colors in Figure 4 identify these classes wilie core
classes of RIM as depicted in (Red for Act spérasibns, blue
for Participations, green for Entities, yellow f@oles and pink
for Relationships). As described in [DAB+06], antAan have
zero to many ActRelationships to other Acts, amil ftave zero



Figure 4: CDA Object Model

to many Participations, each played by an Entitgome Role.
A Role relates two Entities; the Entity playing tiole is
represented by a solid line and the Entity who geces the
role is represented with a dashed line. Thus, gufE 4, a
“legalAuthenticator” is a Participant of a “Clini€@ocument”
Act and is played by a “Person” Entity in an “AgsséglEntity”
Role that is recognized by an “Organization” EnfDAB+06].

The “Component” class is an ActRelationship that/ ek the
“ClinicalDocument” to the body choice (“NonXMLBodybr
“StructuredBody”) or the “StructuredBody” to eachested
“Section”. The “StructuredBody” contains one or m@ection
components, each of which contains a human readidlel@nd
a “narrative block”, the human readable content tes to be
populated by the document originator and rendergdthe
recipient. Each section can also contain any nunolbeZDA
entries and external references. The CDA narrabilek is
wrapped by the “text” element within the “Secticglément, and
provides a slot for the human readable contentinget be
rendered. Within a document section, the narratileck
represents content to be rendered, whereas CDAieentr
represent structured content provided for a conmmpuBdA
entries encode content present in the narrativekldd the same
section. The example shows two “Observation” CDAries,
although several other CDA entries are defined.

Figure 4 shows, at the right of the Section claks, Entry
Relationship, which leads to the clinical statenpemtion. Each
Entry represents structured content intended fompader
processing such as decision support applicatiorso, Athe
clinicalStatement class contains specializationthefAct class
(in this case Observation, SubstanceAdministrat®upply and
Procedure) that will be included in the formal esEntation
[DAB+06].

CDA external references always occur within theternof a
CDA entry, and are wrapped by the “reference” eleme
External references refer to things that exist idetshe CDA
document - such as some other image, some otheeguece, or
some other observation (which is wrapped by the
“ExternalObservation” element). The CDA entry thatps the
external reference can be used to encode the gpgaeitions of
the external reference that are addressed in tinative block.

Figure 5 depicts a sample CDA document Which is wrapped
by the “ClinicalDocument” element, as it appeardliire 2 of

this figure. The CDA header (lines 3-29) identifeexd classifies
the document, and provides information about auib&tion of

the record as well as the participants (patient analved

providers).

The CDA body (lines 31-82), which is wrapped by the
“StructuredBody” element, is the core of the docnmand
contains the clinical report. It can be either awstructured
segment or an XML fragment. We focus this studyttie
structured XML definition of the clinical report, hich is the
one providing the most opportunity for high-qualiitfjormation
discovery. Traditional Information Retrieval (IRpproaches
[Sal89, BYRN99] can be applied to the unstructigeehario.

2.3 Information Discovery on General XML

Documents

XML has emerged as the de facto standard formaepcesent
and exchange data through the World Wide Web amherot
heterogeneous environments, spanning a wide vargdty
domains and applications. The increased popularityKML
repositories and XML documents in general must be
accompanied by effective ways to retrieve the imfation stored

in this format. In this section we present an oiew of
previous work on searching XML documents. This csrpf
work will be viewed as the starting point to prdsehe



Figure 5: HL7 CDA Sample Document



Figure 6: Tree representation of document Rin Figure 5

challenges of information discovery on CDA XML dacents in
Section 3.

Limitations of Traditional Information Retrieval (I R)
Methods: The traditional and popular text-based searchresgi
cannot deal effectively with XML documents due teexies of
limitations. First, text-based search engines do exploit the
XML tags and nested hierarchical structure of thélLX
documents. Second, the whole XML document is tceat® an
integral unit and is returned as a whole, whichumacceptable
given the possibly large sizes of XML documents contrast we
would like to be able to return parts of an XML downt. A third
drawback is the keyword proximity concept in XMLhigh can
be measured in terms of containment edges, in asnto the
traditional keyword proximity search in text and MO
documents. That is, two keywords that may appeasipally
proximal in the XML file may be distant or unreldte the tree-
structured XML document and vice versa.

Previous Work on Searching XML documents: XRANK
[GSB+03] computes rankings at the granularity of edement,
considering element-to-element links in additiordtxument-to-
document links. XRANK ranks the XML elements by
generalizing the Page-Rank algorithm [BP98], corimginthe
ranking of elements with keyword proximity.

XSEarch [CMK+03] ranks the results taking into ddesation

both the degrees of the semantic relationship heddlevance of
the keyword. XSEarch also adds the power of disislgng

between tag names and textual content. They atsdl@iv results
where the same tag name appears more than oncedés of a
vertical result path. Cohen et al. [CKKO05] presant extended
framework to specify the semantic relationship dflXelements,
providing a variety of interconnection semanticsdzh on the
XML schema, improving the quality of the ranking X§Earch.

XIRQL [FGO01] utilizes a different strategy to contplits ranking,

defining index units, specific entity types thahdae indexed and
used for tf-idf computation.

Schema-free XQuery [LYJO04] refines the work of X&faby

utilizing meaningful lowest common ancestors indtex the

concept of interconnected nodes, skimming somelateds “too

inclusive” elements that are not supposed to hemet. Cohen et
al. [CKKO5] improve even further this approach bgluding the

schema into the framework and discovering interestion

information. Xu and Papakonstantinou [XP05] definesult as a
“smallest” tree, that is, a subtree that does patain any subtree
that also contains all keywords. Hristidis et &lKPS06] group

structurally similar tree-results to avoid overwhilg the user.

Previous works define a query answer in severd¢riit ways.
XRANK, XIRQL and TeXQuery [ABS04] define an answerbe
a document fragment (generally a subtreejhe most specific
fragment of the XML document is typically the higheanked
answer. In contrast, XSEarch defines the resudt tmery to be a
sequence of XML nodes and null values forming ah piat
connects the elements that contain the keywordsatrsatisfy the
query predicates. On the other hand, Carmel efCAMM+03]
utilize XML Fragments as the syntax to specify ¢uery but their
query answers consist of entire documents, not nfeads.
Pradhan [Pra06] present a flexible algebraic apgrdar defining
results' properties in the query, in addition fstof keywords.

XKeyword [HGPO03] operates on an XML graph (with IDREF
edges) and returns a subtree of minimum size tbatams all
query keywords. The World Wide Web Consortium hasppsed
syntactic and semantic extensions to XQuery andtiXeBS04,
XFTO7] to support full-text search capabilities. &rYahia et al.
[ACDO06] present an Algebra to support such an esiten



3. CHALLENGES OF INFORMATION
DISCOVERY ON CDA DOCUMENTS

In this section we present a series of challengas llave to be
addressed to effectively perform information disagv on a
corpus of CDA documents. For simplicity we focus piain
keyword queries, although the same challengesai for semi-
structured queries as well a semi-structured query is a query
where partial information about the structure oé tlesults is
provided. For example, specify that we are onlerested in
“code” elements under “Observation” elements.

We discuss why the general work on information aliscy on
XML documents (Section 2.3) is not adequate to isl@uality
information discovery on CDA XML documents. The kegsons
are the complex and domain-specific semantics hadrequent
references to external information sources liketiaharies and
ontologies.

Table 2 CDA Document Queries
Id Keyword Query

(o] “Asthma Theophylline”

[s}) “Substance Theophylline”

O3 “Respiratory Theophylline”
Oa “Temperature”

We use Document Ddepicted in Figure 5 as our running
example, along with the plain keyword queries dbl€2.

3.1 Structure and Scope of Results

In contrast to traditional Web search where whol&@MH
documents are returned as query results, in the o&sXML
documents and particularly CDA documents, we needefine
what a meaningful query result is. Previous worls Istudied
different approaches to define the structure afltesA corpus of
works [ABS04, FG01, GSB+03] consider a whole subtes
result, that is, a result is unambiguously defilgdthe lowest
common ancestor (LCA) node of the keyword nodes.r¥fer to
this approach asubtree-as-resultFor example, XRANK favors
deeply nested elements, returning the deepest cmttaining the
keywords as the most specific one, having more esdnt
information. In contrast, a path as the result isppsed by
[ACDO02, BHN+02, HP02, CMK+03, HPBO03]; where a mirmim
path of XML nodes is returned that collectively tain all the
query keywords. Note that we use the term “pathdsély to
differentiate it from the subtree-as-result apphydiecause it can
be a collection of meeting paths (a tree) for ntben two query
keywords. We refer to this approachpagh-as-result

Example: To illustrate this challenge we execute quegyoq
document . For the path-as-result approach there are two
candidate results depicted in Figures 5 (a) andiggause of the
two appearances of the keyword “Theophylline” inels 50 and
54. For the subtree-as-result approach, only thigtiee rooted at
the XML node of line 33 is a possible result.

It is unclear whether the subtree-as-result op#ita-as-result is a
better fit for searching CDA documents. The dismrsson
minimal information unit below sheds more lightthis aspect.

Another issue is thescope of a result, in particular, whether
results spanning across EMRs should be producedinEtance,
two query keywords may be found on two EMRs auttidng the

same doctor (the doctor becomes the connection eeleras
discussed in Section 3.10. If the query is “drughfg-B death”
then clearly two-EMR results are not useful sintaifferent

patients took the two drugs no correlation betwéendrugs can
be drawn. On the other hand, if the query is “idisease-A rare-
disease-B” then it may be useful to find a doctbovhas treated
two patients that have had one disease each. Aessofution to

this dilemma is to allow the user to explicitly sjfg if cross-

EMR results are allowed.

Figure 7: Atomic path results for Query q.
The highlighted nodes match the terms.

Finally, doctors would like to be able to specifyetresults’
schema in some cases, which in turn limits the gygfeelements
searched for the query keywords.

3.2 Minimal Information Unit (MIU)

It is challenging to define the granularity of &qé of information
in a way that it is self-contained and meaningfult at the same
time specific. For example, in Document 2turning the “value”
element of line 45 without the preceding “code”nedmt is not

meaningful for the user. Hence, the “value” elemisnnot an

appropriate MIU, whereas the enclosing “Observétielement

could be.

Furthermore, for some queries it is required tdude into the
result some elements that do not contribute in eoting the
query keywords or are part of the MIU of such aremiing node.
For instance, the “patientPatient” element showddirizluded in
the result ofq, if a practitioner submits the query, but not if a
researcher does. Such personalization issues ’inerfuliscussed
in Section 3.14.

Another issue is the static definition of MIU. InK¥yword

[HPBO3], a “target object” is the equivalent of BHU and they
are defined statically on the schema by a domgirerxXu et al.
[XLWSO06] also define MIUs in a static manner. Swtatic MIU

definitions are not adequate for CDA informatiorsativery, as
the following scenario explains. For the query “Bdukight” a
reasonable result is the “Observation” elementriad 77-81. On
the other hand, for the query “1.77” this same eleimis not
meaningful since obviously the user knows that 71i8 a height
value, but the patient who has this height is pbbpa@f more
interest. Hence, there is a need to dynamicallgi§pMIUs.



Figure 8: Result for ¢, using "SubstanceAdministration”
as Minimal Information Unit

Example: The tight semantic relationship between the nodes i
the subtree rooted at the element “SubstanceAdtratisn” in
line 49 of Figure 5 can lead the system expertdnswer this
subtree as a MIU. In this case, the single resfiljeery q on
Document B for the path-as-result approach is the one shown i
Figure 8. If, in contrast, every element in theetie considered a
minimal information unit, then the two paths depittn Figure 7
are the results for this query.

3.3 Semantics of Node and Edge Types

It is challenging to incorporate the rich semartiformation

available for the clinical domain, and particuldidy the elements
of a CDA document, in the results’ ranking procesisthe most

basic, a domain expert statically assigns a we@btch node and
edge type, as in BANKS [BHN+02]. In addition to theve can

assign a relevance to whole paths on the schenexained

below. Furthermore, it is desirable that the degrefsemantic
association are adjusted dynamically exploiting evahce

feedback [SB99] and learning [Mit97] techniques.

Figure 9: Path Results to g

The equivalent of a schema for a CDA document & @DA
Release 2 Object Model (Figure 4), showing the egatian from
a document section to a portion of the CDA clinistdtement
model [DAB+06]. Edge and node weights can be sgetidn this
Object Model. For example, the relationship betwaesubstance
and the patient it was prescribed to may be mdevaat than the

relationship between the substance and the dodtor prepared
the EMR.

As mentioned above, assigning relevance degreesote paths
instead of single edges can improve the rankinglityudor
example, the pathSubstanceAdministration.consumable.manufac
turedProduct.manufacturedLabeledDrug.codetould have a
higher or equal weight thd$ubstanceAdministration.consumable.
manufacturedProduct” This is particularly important for cases
where a syntactically long path corresponds tonzaseically tight
association. For instance, the paBubstanceAdministration.con
sumable.manufacturedProduct.manufacturedLabeledBogp”

in lines 49-57 of Figure 5 has four edges, butifively this
sequence of elements will typically appear as aivisible unit.
Hence, this path may be viewed as a single edgthéopurpose
of ranking. In general, the information discovetgomithm must
neutralize the effect of the schema design dedcsmCDA by
considering a semantic instead of a syntactic witsta

Example: Consider query giexecuted over D We can see with
this query the need to index and query the XML tagaddition

to the values; in this case the keyword “Substancetches the
tag “SubstanceAdministration” in line 49. Figure shows two
possible results to,q Even though the first result only involves
two edges (whereas the second involves four),uiddoe that the
second result is ranked  higher if the path
“SubstanceAdministration.
consumable.manufacturedProduct.manufacturedLabeleglibo
de” is viewed as a single edge..

3.4 Access to Dictionaries and Ontologies

CDA documents routinely contain references to ewer
dictionary and ontology sources through numericesodAs an
example, documend; includes references to LOINC [LNCO06]
and SNOMED CT [SNMO06] in lines 34 and 38 respedyive
Hence, it is no longer enough to answer a quergidering the
CDA document in isolation, as is done by all presiovork on
information discovery on XML documents (Section)2.18 this
setting, the query keywords may refer to text ire t8DA
document or an ontology that is connected to thé\@Dcument
through a code reference. For example, the quemyvde
“appendicitis” may not be present in the documanit its code
might be present, so we need to go to the ontodmglysearch for
the query keyword there.

On a high level, it would be desirable to view ttega graph (the
CDA document) along with the ontology graph (eNOMED)

as a single “merged graph”. An approach to achiée¢ is the
following: (a) view a code node in a CDA document and the
corresponding ontology node as a single node, ithatollapse
these two nodes. Equivalently, add an edge witiitef weight
between them (assuming higher weight denotes higher
association)(b) For free text nodes (with no codepf the CDA
document we add an edge betweeand each ontology node
with weight equal to the IR similarity between tbentent ofv
and u. Only the edges with weight greater than the dieeli
threshold are finally created. This second techmigan be
omitted if we assume that the author of the CDAutoent is
including the ontology/dictionary codes where ajppiate and
there are matching ontology entities for all reatitees in the
CDA document.



An alternative technique has been described to rjcate
ontology information in the query processing [HHPBesigned
to enable keyword search on data graphs with aityhfiow

semantics, the ObjectRank authority flow algoritfiBiHP04] is
executed on the ontology graph to rank the ontologges with
respect to the query, and then uses the termseofajh-ranked
ontology nodes to expand the original query.

Example: Query g executed on Dwould have an empty result
(for AND semantics) if the ontologies/dictionari@sre not text
searched. However, if the intuition discussed abswapplied, the
same results as im @re valid, since the query term “respiratory”
is associated to the term “Asthma” in,Ehrough relationships of
the SNOMED ontology, as shown in Figure 2.

Note that it is challenging to rank results prodliby exploiting
ontological relationships as discussed in Sectién 3

Performance: The  solutions proposed to  exploit
ontology/dictionary information incur challengingenformance
issues. Two high-level techniques that can be eyapldo realize
the above query semantics afa) Search all ontologies for the
query keywords, find adequately associated codes, then
search the CDA documents for these co@®sStart searching the
documents and for each ontology code encounteoedup the
keywords in the corresponding ontology. Furthermoite is
challenging to develop efficient pre-computationd aruntime
algorithms to facilitate the expensive in terms efecution
semantics of the merged data and ontologies gragtusted
above.

Another performance challenge arises due to the sizthe
ontologies. As mentioned in Section 2.1, SNOMED ¢@htains
more that 235,000 concepts and 1,200,000 relatipsdietween
them. This corresponds to more than 2GB of comptesiata,
which will play a role in deciding which executiapproach will
be more efficient.

3.5 Different Types of Relations in Ontology

We need to assign an appropriate value to eacheofdlations
present in the ontologies. SNOMED CT, for exampias four
different types of relationships: (1) Defining cheteristics, (2)
Qualifying characteristics, (3) Historical relatinps and (4)
Other relationships. Figure 2 and Figure 3 incluglations such
as “May be”, “Finding site of” and “Has finding sitin addition
to the most common “Is a” relationship. Stricterdastronger
relations in the ontology should intuitively havaigher weight.

Furthermore, we need to take into considerationdihection of
the edges. For instance, following “Is A’ edgesciplzes and
restricts the search on the one direction, but igdize in the
other direction, with the risk of returning impreeiterms.

We must also consider the number of incoming antjaog
edges that each node has. For example, some SNORED
concepts such as “Duplicate concept” or “Invalidnocept”
participate in historical relationships and posseksge incoming
degree. Navigating these historical relationsh@gpsdncepts with
such large in-degrees may not be beneficial toitfi@mation
discovery process.

A possible approach to measure the degree of assocbetween
nodes of an ontology graph is to execute ObjectRBRIP04] on
the ontology graph, as described by Hwang et aHRBE]. In

particular, for querygz we can place the nodes containing the
keyword “Respiratory” in the base set and then etec
ObjectRank. If the node containing the term “Asthitiae 39 of
D,) ends up having a higher score than the node icomgathe
term “Bronchitis” (line 45 oD,), then the “Asthma” node will be
preferred. This process can be further improvedabgigning
different authority transfer bounds [BHPO04] to wars edge
(relationship) types of the ontology according beit semantic
association.

Example: As an example we execute quesyoq D;. We can see
in the ontology graph of Figure 2 that “AsthmaticoBchitis”
and “Asthma” are both related to “Respiratory”, btiAsthmatic
Bronchitis” is two “Is_A” edges away from “Respiraty”,
whereas “Asthma” is only one edge away. Hence aultes
containing “Theophiline” and “Asthma” (line 39) wdd be
better than one containing “Theophyline” and “Brdmitis” (line
45).

3.6 Arbitrary Levels of Nesting

We can find an arbitrary number of levels of nestmd recursion
in the definition of components and sections, aslified in the
path component.section.component.section lines 58-63 of
Figure 5

Taking into consideration the semantics of the dueut, the
interconnection relationship rule of XSEarch [CMK#0where
the same tag may not appear twice in internal nades result
path, cannot be applied since the same tag caraappiee in a
vertical path (top-to-bottom). In particular, theler of XSEarch
assumes that a vertical path may not contain theegag twice,
since elements with the same tag name are typitalthe same
level of the tree. This is clearly not true for ChAcuments.

Hence, the XSEarch interconnection relationship ukhobe
modified considering semantic information of therreunding
elements. For instance, if we assume that a “coemrelement
represents a hospitalization, then if two keywondth the same
tag appear in different components of the sameiogecthe
XSEarch rule can be applied, but not if they aréwa different
sections of same component.

3.7 Handling ID-IDREF Edges

CDA entries can include pointers to “content” elatseof the
CDA Narrative Block; similarly, “renderMultiMedia&lements of
the CDA Narrative Block can point out to CDA engrieThe
“content” element can contain an optional ID atitéto identify
it, and it can serve as the target for a referefie.“originalText”
component of a RIM attribute can then refer to tidientifier,
indicating the original text. As an example we damd an ID
attribute in line 50 of Figure 5. A reference tastkelement is
found in the “originalText” element of line 40.

These edge types have been ignored for results watgn by
previous search strategies like XRANK, which onblizes the
hyperlinks (ID-IDREFs) for score calculation. Thst results are
always subtrees ignoring the ID-IDREF edges. Wetw@exploit
these edges in producing the results. A consequefnites issue
is the fact that the result can be a graph (wittles) and not a
tree. In this case, we need to decide whether wakbthe cycles
to return a tree as the answer, since a tree isdljjp easier to
present and reason about. Also, similar to XRANRB;IDREF
and containment edges could be assigned differeights.



Figure 10: Result to Query gl considering ID/IDREFS

Example: We execute query, ®n the sample document.DNe
obtain the two path results depicted in Figure it ib we include
the ID-IDREF hyperlink between elements in linesa#@d 50 of
Figure 5 we obtain the graph depicted in Figure &Ontaining a
cycle.

In case we decide the best solution is to breakyhkes, the next
issue is to decide the best edge to remove. Thalestrpossibility
is to eliminate the hyperlink and preserve a pattha one shown
in Figure 7(a). Alternatively, the weights and diiens of the
edges may be taken into account.

3.8 Free Text Embedded in CDA Document

In some cases, plain text descriptions are addedrtain sections
to enrich the information about the record or tpress a real life
property not codified in dictionaries or ontologie&s a first
measure, traditional text-based Information Re#lieechniques
[Sal89, BYRN99] should be included in the architeet to
support such cases.

Another technique to address the coexistence of-seuttured
and unstructured data is presented in [HGPO03], evhBr and
proximity rankings are combined.

In addition to embedded plain text, HTML fragmeo& also be
included to the CDA document, resulting in a mixseimantic
mappings. For instance, line 50 in Figure 5 dessritthe full-text
description of the dosage for a substance. Dueéhéocbomplex
nature of this description, there is no singletgriti the ontology
to accurately match it.

Figure 11: Free text and HTML fragment results
for query q4
Example: To exemplify this challenge we execute quemyngour

sample document ;DFigure 11 shows two possible results for

this query assuming each element is a MIU. Figufe (&)
presents a free-text entry containing the keywadrdrperature”,
whereas Figure 11 (b) depicts an HTML fragment agntaining
the keyword. Without additional semantic informaticthese
results cannot be ranked based on their structapgropriate IR

techniques should be applied to solve this chadengor
instance, the second result may be ranked higheresit has a
smaller document length (dI).

3.9 Special Treatment of Time and Location

Attributes

After discussing with medical researchers and firaers, we
found that time and location are critical attritaite most queries.
For instance, for the query “drug-A drug-B” the tmcis
probably looking for any conflict between thesegiiuand hence
the time distance between the prescriptions ofetltrsigs for a
patient is a critical piece of information. Locatiois also
important since two patients located in nearby bedke hospital
should be viewed as associated because infecgodstd transmit
to neighboring beds. Clearly, it is challengingstandardize the
representation of such location information withmEMR.

Furthermore, time and location can lead to the nitédn of
metrics similar to the inverse document frequen@f) (in
Information Retrieval [Sal89]. For instance, asthiisa more
common in summer; hence a patient who has asthmeniter
should be ranked higher for the query “asthma’. iy, a
patient who has the flu in a town where no one kit should
be ranked higher for the query “flu”. These asstimies are too
complex since time can be used to define time,adcs, or
periodicity. Similarly, location relationships cdpe specified
either within a hospital or across towns.

Finally, there should be a way to specify time iivndés in the
query, possibly using a calendar interface, anch thee the
specified time window as an answers’ filter. Spgog the time-
distance between the keywords can also be usedulinStance,
the query “newborn heartblock” which is often nekdé¢ Miami
Children’s Hospital, should not return a patientowlgot a
heartblock when he was 60 years old but the womelvtrorn”
appeared in his EMR in a description field of hiettbday.

3.10 Identity Reconciliation and “Value
Edges”

A single real-life entity (e.g., a medication or doctor) is
duplicated every time it is used in a CDA. Henasogiating two
records of the same author, or two patients with tame
medication is hard. In contrast, in previous work searching
XML documents, a real-life entity is typically reygented by a
single XML element, which is linked using ID-IDRE&dges
where needed. For instance, in XKeyword two papéthe same
author have an IDREF to the same author element.

The problem of reference reconciliation has beekl¢a both in

the context of structured databases [DHMO05, HS9HUWO,

MWO03, SB02, TKM02, Win99] and in the context of dréext

document collections [ML95, MWO03, NC02, ZARO03]. Hever,

focusing on the domain of CDA documents allows nadlgu
specifying rules by a domain expert on what typesl@ments are
good candidates for referencing identical realdilgects, in case
these elements have identical or similar values.

In particular, we can identify on the schema themeints that
have the property that the same value probably sz same
real-life entity, so that “value edges” can be atdecordingly.
Such elements may be the “assignedAuthor”, theiéptRatient”,
the “manufacturedLabeledDrug” and so on. On themtfand, no



“value edge” should be added between two “title¥neénts. E.g.,
two patients who both have “Physidakaminatiori value on the
“title” element (line 61 in Figure 2) are not reddtin any way

As another example, if two medications have thees&IODEM
code, they should be associated. However, if a did its
generic have different SNOMED codes, such associstiare
hard to establish.

Another challenge involves the use of multiple [idgs
overlapping ontologies across the corpus of CDAudwents. For
instance, different codes are used for the termthia" in
SNOMED CT and LOINC
respectively). Ontology mapping techniques can éeerbged
[DHMO5, HS95, ML95, MNU0O, MWO03, NC02, SB02, TKMO02,
Win99, ZARO03] (for more details on such technigges Section
4). Furthermore, we can probabilistically extereese initial
mappings using “meta-rules” like the following [MOY]: if two
concepts C1 and C1’ match, and there is a reldtiprs between
C1 and C2 in Ontology O and a matching relationshipetween
C1’ and C2’ in Ontology O’, then we can increase pinobability
of match between C2 and C2'. Hence, code elemeargsingle or
multiple CDA documents that refer to the same wnilar real-life
entities will be associated through a “value edge”.

3.11 EMR Document-as-Query

An alternative query type to the plain keyword quer using a
whole (or part off EMR (CDA) document as the queFhis
approach can be used in order to find similar Cx&uinents,
that is, CDA documents of patients with similar toig,
demographic information, treatments, and so on. ider should
be able to customize and personalize such an imafitom
discovery tool to fit her needs. For instance,seaecher may not
consider the physician’s (author of CDA documerdjne when
matching CDA documents, and could specify that aege
medication should be viewed as identical to the-gemeric
equivalent. Previous work on document content sirityl
[And00] and XML document structural similarity [NdPcan be
leveraged to solve this problem. The latter corptisvorks is
based on the concept of tree edit distance. The keswvn
algorithm for computing tree edit distance betwéso ordered
trees is by Zhang and Shasha [ZS89] with the tiomeptexity of

roughly O(f) where n is the number of the nodes in a tree.

Chakaravarthy at al. [CGR+06] match pieces of wcstired
documents to structured entities, whereas we wammnatch a
structured document to other structured or unsirect
documents.

Furthermore, such document-as-query queries carusee to
locate medical literature relevant to the curreatignt. In this
scenario, the EMR application could have a buttamed
“relevant literature” that invokes an informationisebvery
algorithm on PubMed or other medical sources. P#teal.
[PHOEO2] present a first attempt towards this dice;; where
they extract all MeSH terms (MeSH refers to the .UN&tional
Library of Medicine's controlled vocabulary used fadexing
articles for MEDLINE/PubMed) from an EMR (not spizito

CDA) and then query MEDLINE using these terms. The

structured format of CDA documents can potentiallpw more
elaborate searching algorithms where multiple tethmest are
structurally correlated can construct a single amate focused
qguery on medical literature sources.

(195967001 and 45669-9

3.12 Handle Negative Statements

A substantial fraction of the clinical observatioastered into
patient records are expressed by means of negdtikim et al.
[EBB+05] found SNOMED-CT to provide coverage for, 192
concepts in 41 health records from Johns Hopkinwedsity, of
which 1,823 (12.3%) were identified as negative lnyman
review. This is because negative findings are agortant as
positive ones for accurate medical decision makinig. common
in a medical document to list all the diagnosed trave been
ruled out, e.g., state that “the patient does rmwehhypertension,
gout, or diabetes”. This creates a major problererwkearching
medical documents. Today, one has to examine theste
preceding a diagnosis to determine if this diaghess excluded
or not. Ceusters and Smith [CS05] propose new ogicdl
relationships to express “negative findings”. Itcisallenging to
handle such negative statements for an informatimcovery
query in a way that the user can specify whethgatesl concepts
should be excluded or not from the search process.

3.13 Handle Extension Elements

Locally defined markup can be used to extend CDZAswlocal

semantics have no corresponding representationhén GDA

specification. Such user- or institution-defineénaént types are
hard to incorporate to the global semantic infofamtsince it is

not possible to define general structural requirgseor the

results, as in XSEarch [CMK+03] and the work of »nd

Papakonstantinou [XPO05].

3.14 Personalization

The information discovery engine should providespealized
results depending on the preferences of each ohaiuser. For
example, for different doctors, different entitiesd relationships
in the CDA components are more important. For shewthcare
providers, the medication may be more relevant thha

observation, or the medication may be more relevhah the
doctor name. Also the relationships in ontologiesy/rhe viewed
differently.

Furthermore, depending on whether a user is a nuase
pharmacist, a technician or a physician, the systnld
automatically assign different weights on edges aodes of the
CDA Object Model (Figure 4) to facilitate the infoation needs
of the users.

3.15 Confidentiality of Records

The level of confidentiality of the medical recasdindicated by
the confidentialityCodeelement in the header section of the
record, taking the values “normal”, “restricted” dar'very
restricted”. The value of this element, shown irelé of Figure 5,
may dictate at what level we may return resultsaorexecuted
query. IfconfidentialityCodés set to “restricted” but no personal
info is contained in the result, then the resultildobe output.
Otherwise, the credentials of the user should Bkdaken into
consideration to validate whether the user hasigie privileges
to obtain the query results.

As mentioned in Section 2.1, LOINC codes are alyepait of
HIPAA [HIPO7], complying with the confidentialitytandards
imposed by the Federal Government on the InsurandeHealth
Care Industries.



4. RELATED WORK

This section reviews some research areas thatetated to the
problem we are introducing in this position paperaddition to
the XML information discovery techniques reviewed i
Section 2.3: the testing and evaluation of IR tégphes on XML,
the problem of automatic ontology mapping, and lthetations
of medical ontologies.

INEX: To test and evaluate IR techniques on XML docusyen
the INitiative for the Evaluation of XML Retrieva{INEX)
[INX07, FGK+02] was created
infrastructure and means to evaluate the retrievethods and
techniques and to compare results, specificallwidiog a large
XML test collection and appropriate scoring methofts the
evaluation of content-oriented XML retrieval systemFor
INEX2006, the test collection consists of more tH&80,000
XML-encoded articles from the Wikipedia projectngailing 4.6
Gigabytes of textual information. These documengésarganized
in topics, with relevance assessments defined dch gopic. A
series of content-only (CO) and content-and-stmact(CAS)
queries is defined for each topic. The CO quersemble those
used in the Text REtrieval Conference (TREC) [TRIC07

Automatic Ontology Mapping: Even when representing the
same domain, information sources may be of heteemes
semantics, resulting in a necessary mapping betwesslogies
and schemas in order to compose the information emable
interoperation. This has been a research topiceaent years,
providing strategies to compose different and logfeneous
sources, aiming to reduce the impreciseness amdseim such
mappings. A large number of papers are listed at1qQ@.
ONION [MWDO01] and Prompt [NMO3] use a combinatiofi o
interactive specifications of mappings and heuwssto propose
potential mappings. GLUE [DMD+02] employs machiee+hing
techniques to discover the mappings. OMEN [MNJ04)l@ts
schema-level information by using a set of metasul

Limitations of Medical Ontologies: In recent years, one of the
hottest research directions in medical informatfies been to
address the biomedical terminology problem. Onte®gand
description logics have been chosen to tackle dhiallenge,
proving to be an adequate solution. But it has &lsen shown
that description logics alone cannot prevent inacirr
representations of the medical terminology, sireguently they
are not accompanied of the proper theory to desdhiem. The
inappropriate adoption of the UMLS MetathesaurusIl07] has
been specifically criticized and questioned in [@5Qvhich cites
these three problems: (1) There is a wide ranggraniularity of
terms in different vocabularies. (2) The Metathesautself has
no unifying hierarchy, so you cannot take advantanfe
hierarchical relations. (3) There may be other Ut of
vocabularies that get lost in their 'homogenizatiopon being
entered into the Metathesaurus. Hahn et al. [HR$88bgnize
the value of biomedical terminologies as the sigrpoint for an
engineering-oriented definition of medical ontoksi in which
the reviewing of concept consistency and hierarchycludes
with the inclusion of missing terms and the coimtt of
misclassified concepts.

5. CONCLUDING REMARKS

We have introduced the problem of Information Disry on
Electronic Medical Records (EMR), enumerating aieserof

in 2002 to provide the

challenges that must be addressed to provide &yurdbrmation
discovery service on EMRs, specifically on Cliniddbcument
Architecture (CDA) documents. The challenges atated to the
semantics of the architecture, the XML definition§ CDA
documents, and the convergence of the narrativactate
associated with ontologies and dictionaries. Moesearch is
needed to address the ability of keyword searcloeseturn
meaningful results on CDA documents containing tdependent
relationships. Guidance is also needed in detenginhow
ontologies can be best used in CDA documents torawep
keyword search effectiveness and minimize inforamatliscovery
times. We hope that this work will spur new reshaon this
topic, which can have a dramatic impact on the itualf
healthcare.
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